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Pr eface

Data analysis is very important in epidemiological research. The capacity of
computing facilities has been steadily increasing, moving state of the art
epidemiological studies along the same direction of computer advancement.
Currently, there are many commercial statistical software packages widely used by
epidemiologists around the world. For developed countries, the cost of software is
not a major problem. For developing countries however, the real cost is often too
high. Several researchers in developing countries thus eventually rely on a pirated
copy of the software.

Freely available software packages are limited in number and readiness of use.
Epilnfo, for example, is free and useful for data entry and smple data analysis.
Advanced data analysts however find it too limited in many aspects. For example, it
is not suitable for data manipulation for longitudinal studies. Its regression anaysis
facilities cannot cope with repeated measures and multi-level modelling. The
graphing facilities are aso limited.

A relatively new and freely available software called R is promising. Supported by
leading statistical experts worldwide, it has amost everything that an
epidemiological data analyst needs. However, it is difficult to learn and to use
compared with similar statistical packages for epidemiological data analysis such as
Stata. The purpose of this book is therefore to bridge this gap by making R easy to
learn for researchers from developing countries and also to promote its use.

My experience in epidemiologica studies spans over twenty years with a special
fondness of teaching data analysis. Inspired by the spirit of the open-source
software philosophy, | have spent a tremendous effort exploring the potential and
use of R. For four years, | have been developing an add-on package for R that
allows new researchers to use the software with enjoyment. More than twenty
chapters of lecture notes and exercises have been prepared with datasets ready for
self-study.

Supported by WHO, TDR and the Thailand Research Fund, | have aso run a
number of workshops for this software in developing countries including Thailand,
Myanmar, North Korea, Maldives and Bhutan, where R and Epicalc was very much
welcomed. With this experience, | hereby propose that the use of this software
should be encouraged among epidemiological researchers, especially for those who
cannot afford to buy expensive commercial software packages.



R is an environment that can handle several datasets smultaneously. Users get
access to variables within each dataset either by copying it to the search path or by
including the dataset name as a prefix. The power of R in this aspect is a drawback
in data manipulation. When creating a variable or modifying an existing one,
without prefixing the dataset name, the new variable is isolated from its parental
dataset. If prefixing is the choice, the original data is changed but not the copy in
the search path. Careful users need to remove the copy in the search path and
recopy the new dataset into it. The procedure in this aspect is clumsy. Not being
tidy will eventually end up with too many copies in the search path overloading the
system or confusing the analyst on where the variable is actually located.

Epicalc presents a concept solution for common types of work where the data
analyst works on one dataset at a time using only a few commands. In Epicalc the
user can virtually eliminate the necessity of specifying the dataset and can avoid
overloading of the search path very effectively and efficiently. In addition to make
tidying of memory easy to accomplished, Epicalc makes it easy to recognize the
variables by adopting variable labels or descriptions which have been prepared
from other software such as SPSS or Stataor locally prepared by Epicalc itself.

R has very powerful graphing functions that the user has to spend time learning.
Epicalc exploits this power by producing a nice plot of the distribution
automatically whenever a single variable is summarised. A breakdown of the first
variable by a second categorical variable is also simple and graphical results are
automatically displayed. This automatic graphing strategy is also applied to one-
way tabulation and two-way tabulation. Description of the variables and the value
or category labels are fully exploited with these descriptive graphs.

Additional epidemiological functions added in by Epicac include calculation of
sample size, matched 1:n (n can vary) tabulation, kappa statistics, drawing of ROC
curve from a table or from a logistic regression results, population pyramid plots
from age and sex and follow-up plots.

R has severa advanced regression modelling functions such as multinomial logistic
regression, ordinal logistic regression, survival anaysis and multi-level modelling.
By using Epicalc nice tables of odds ratios and 95% CI are produced, ready for
simple transferal into a manuscript document with minimal further modification
required.

Although use of Epicac implies a different way of working with R from
conventional use, installation of Epicalc has no effect on any existing or new
functions of R. Epicalc functions only increase efficiency of data analysis and
makes R easier to use.



This book is essentially about learning R with an emphasis on Epicalc. Readers
should have some background in basic computer usage. With R, Epicalc and the
supplied datasets, the users should be able to go through each lesson learning the
concepts of data management, related statistical theories and the practice of data
analysis and powerful graphing.

The first four chapters introduce R concepts and simple handling of important basic
elements such as scalars, vectors, matrices, arrays and data frames. Chapter 5 deals
with simple data exploration. Date and time variables are defined and dealt with in
Chapter 6 and fully exploited in a real dataset in Chapter 7. Descriptive statistics
and one-way tabulations are automatically accompanied by corresponding graphs
making it rather unlikely that important information is overlooked. Finally, time
plots of exposure and disease onsets are plotted with a series of demonstrating
commands. Chapter 8 continues to investigate the outbreak by two-way tabulation.
Various kinds of risk assessment, such as the risk ratio and protective efficacy, are
analysed with numeric and graphic results.

Chapter 9 extends the analysis of the dataset to deal with levels of association or
odds ratios. Stratified tabulation, the Mantel-Haenzsdl odds ratio, and test of
homogeneity of odds ratios are explained in detail. All results are complemented by
simultaneous plots. With these graphs, the concept of confounding is made more
understandable.

Before proceeding further, the reader has a thorough exercise of data cleaning and
standard data manipulation in Chapter 10. Simple looping commands are
introduced to increase the efficiency of data management. Subsequently, and from
time to time in the book, readers will learn how to develop these loops to create
powerful graphs.

Scatter plots, simple linear regression and analysis of variance are presented in
Chapter 11. Stratified scatter plots to enhance the concept of confounding and
interaction for continuous outcome variables are given in Chapter 12. Curvilinear
models are discussed in Chapter 13. Linear modelling is extended to generalized
linear modelling in Chapter 14.

For binary outcome variables, Chapter 15 introduces logistic regression with
additional comparison with stratified cross-tabulation learned in Chapter 9. The
concept of a matched case control study is discussed in Chapter 16 with matched
tabulation for 1:1 and 1:n matching. Finally, conditional logistic regression is
applied. Chapter 17 introduces polytomous logistic regression using a case-control
study in which one type of case series is compared with two types of control
groups. Ordinal logistic regression is applied for ordered outcomesin Chapter 18.
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Chapter 1; Startingto use R

This chapter concerns first use of R, covering instalation, how to obtain help,
syntax of R commands and additional documentation. Note that this book was
written for Windows users, however R also works on other operating systems.

| nstallation

R is distributed under the terms of the GNU General Public License. It is freely
available for use and distribution under the terms of this license. The latest version
of R and Epicalc and their documentation can be downloaded from CRAN (the
Comprehensive R Archive Network).

The main web site is http://cran.r-project.org/ but there are mirrors all around the
world. Users should download the software from the nearest site. R runs on the
three common contemporary operating systems, Linux, MacOS X and Windows.
To ingtal R, first go to the CRAN website and select your operating system from
the top of the screen. For Windows users click the Windows link and follow the
link to the base subdirectory. In this page you can download the setup file for
Windows, which at the time of publication of this book was R-2.6.1-win32.exe.
Click thislink and click the "Save" button.

The set-up file for R is around 28Mb. To run the installation simply double-click
this file and follow the instructions. After installation, a shortcut icon of R should
appear on the desktop. Right-click this R icon to change its start-up properties.
Replace the default 'Start in' folder with your own working folder. Thisis the folder
where you want R to work. Otherwise, the input and output of files will be donein
the program folder, which is not a good practice. Y ou can create multiple shortcut
icons with different start-in folders for each project you are working on.

Suppose the work related to this book will be stored in a folder called
'‘C:\RWorkplace'. The 'Properties of the icon should have the 'Start in:' text box
filled with 'C:\RWorkplace' (do not type the single quote signs' and '. They are used
in this book to indicate objects or technical names).

R detects the main language of the operating system in the computer and tries to
use menus and dialog boxes in that language. For example, if you are running R on
a Windows XP in the Chinese language, the menus and dialog boxes will appear in
Chinese. Since this book is written in English, it is advised to set the language to be



English so that the responses on your computer will be the same as those in this
book. In the 'Shortcut’ tab of the R icon properties, add L.anguage=en at the end
of the 'Target'. Include a space before the word 'Language’.

R 2.6.1 Properties

General| Shortcut |E|:|m|:|atil:|ilit_l,l

R R 2E1

T arget type: Application

Target location: bin

Target: rarm Files'\AYA-2.6.1%binhAqui.exe” Language=En

Start in: C:ARworkplace

Shartcut key: | Mone

Bun: Mormal windio hd

Cormment; |

| Find Target... | | Change lzon... | | Advanced...

ak. || Cancel || Apply

So, the Target text box for R-2.6.1 version icon would be:

"C:\Program Files\R\R-2.6.1\bin\Rgui.exe" Language=en

To use this book efficiently, a speciaised text editor such as Crimson Editor or
Tinn-R must be installed on your computer. In addition, the Epicalc package needs
to be installed and |oaded.



Text Editors

Crimson Editor

This software can be installed in the conventional fashion as all other software, i.e.
by executing the setup . exe file and following the instructions.

Crimson Editor has some nice features that can assist the user when working with
R. It is very powerful for editing script or command files used by various software
programs, such as C++, PHP and HTML files. Line numbers can be shown and
open and closed brackets can be matched. These features are important because
they are commonly used in the R command language.

Installation and set-up of Crimson Editor is explained in Chapter 25.

Tinn-R

Tinn-R is probably the best text file editor to use in conjunction with the R
program. It is specifically designed for working with R script files. In addition to
syntax highlighting of R code, Tinn-R can interact with R using specific menus and
tool bars. This means that sections of commands can be highlighted and sent to the
R console (sourced) with a single button click. Tinn-R can be downloaded from the
Internet at: www.sciviews.org/Tinn-R.

Starting R Program

After modifying the start-up properties of the R icon, double-click the R icon on the
desktop. The program should then start and the following output is displayed on the
R console.

R version 2.6.1 (2007-11-26)
Copyright (C) 2007 The R Foundation for Statistical Computing
ISBN 3-900051-07-0

R is free software and comes with ABSOLUTELY NO WARRANTY.
You are welcome to redistribute it under certain conditions.
Type 'license()' or 'licence()' for distribution details.

Natural language support but running in an English locale

R is a collaborative project with many contributors.

Type 'contributors()' for more information and

'citation()' on how to cite R or R packages in publications.
Type 'demo()' for some demos, 'help()' for on-line help, or
'help.start () ' for an HTML browser interface to help.

Type 'g()' to quit R.

>



The output shown above was produced from R version 2.6.1, released on
November 26, 2007. The second paragraph declares and briefly explains the
warranty and license. The third paragraph gives information about contributors and
how to cite R in publications. The fourth paragraph suggests a few commands for
first-time usersto try.

In this book, R commands begin with the ">" sign, similar to what is shown at the
R console window. You should not type the ">". Just type the commands. Within
this document both the R commands and output lines will be in Courier New
font whereas the explanatory text are in Times New Roman. Epicalc commands are

shown in italic, whereas standard R commands are shown in normal font style.

Thefirst thing to practice is to quit the program. Click the cross sign at the far right
upper corner of the program window or type the following at the R console:

> gl)

A dialog box will appear asking "Save workspace image?' with three choices:
"Yes', "No" and "Cancel". Choose "Cancedl" to continue working with R. If you
choose "Yes', two new files will be created in your working folder. Any previous
commands that have been typed at the R console will be saved into a file called
".Rhistory' while the current workspace will be saved into a file caled ".Rdata".
Notice that these two files have no prefix. In the next session of computing, when R
is started in this folder, the image of the working environment of the last saved R
session will be retrieved automatically, together with the command history.
Continued use of R in this fashion (quitting and saving the unnamed workspace
image) will result in these two files becoming larger and larger. Usually one would
like to start R afresh every time so it is advised to always choose "No" when
prompted to save the workspace. Alternatively you may type:

> q ( "o )

to quit without saving the workspace image and prevent the dialog box message
appearing.

Note that before quitting R you can save your workspace image by typing

> save.image ("C:/RWorkplace/myFile.RData")

where 'myFile'isthe name of your file. Then when you quit R you should answer
"No" to the question.

R libraries & packages

R can be defined as an environment within which many classica and modern
statistical techniques, called functions, are implemented. A few of these techniques
are built into the base R environment, but many are supplied as packages. A
package is smply a collection of these functions together with datasets and
documentation. A library is a collection of packages typically contained in a single
directory on the computer.
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There are about 25 packages supplied with R (called “standard” or “recommended”
packages) and many more are available through the CRAN web site. Only 7 of
these packages are loaded into memory when R is executed. To see which packages
are currently loaded into memory you can type:

> search ()

[1] ".GlobalEnv" "package:methods" "package:stats"
[4] "package:graphics" '"package:grDevices" "package:utilg"
[7] "package:datasets" "Autoloads" "package:base"

The list shown above isin the search path of R. When R is told to do any work, it
will look for a particular object for it to work with from the search path. First, it will
look inside '.Global Env', which is the globa environment. This will aways be the
first search position. If R cannot find what it wants here, it then looks in the second
search position, in this case "package:methods’, and so forth. Any function that
belongs to one of the loaded packages is always available during an R session.

Epicalc package

The Epicalc package can be downloaded from the web site http://cran.r-project.org.
On the left pane of this web page, click 'Packages. Move down aong the
alphabetical order of various packages to find 'epicalc’. The short and humble
description is 'Epidmiological calculator'. Click 'epicac’ to hyperlink to the
download page. On this page you can download the Epicalc source code(.tar.gz),
and the two binary versions for Maclntosh (.tgz) and Windows (.zip) versions,
along with the documentation (.pdf).

The Epicalc package is updated from time to time. The version number is in the
suffix. For example, epicalc_2.6.1.6.zip is the binary file for use on the Windows
operating system and the version of Epicalcis2.6.1.6. A newer version is created to
have bugs (errors in the programme) fixed, to improve the features of existing
functions (commands) and to include new functions.

The file epicalc version.zip ('verson' increases with time) is a
compressed file containing the fully compiled Epicalc package. Installation of this
package must be done within R itself. Usually there is only one session of
installation needed unless you want to overwrite the old package with a newer one
of the same name. You will also need to reinstall this package if you install a new
verson of R. To install Epicalc, click ‘Packages on the menu bar at the top of the
window. Choose 'Install packages from local zip files...". When the navigating
window appears, browse to find the file and open it.


edward-m
Note
MigrationConfirmed set by edward-m


Successful installation will result in:

> utils:::menulnstallLocal ()
package 'epicalc' successfully unpacked and MD5 sums checked
updating HTML package descriptions

Installation is now complete; however functions within Epicac are still not
available until the following command has been executed:

> library(epicalc)

Note the use of lowercase letters. When the console accepts the command quietly,
we can be reasonably confident that the command has been accepted. Otherwise,
errors or warnings will be reported.

A common warning is a report of a conflict. This warning is, most of the time, not
very serious. Thisjust means that an object (usually afunction) with the same name
dready exists in the working environment. In this case, R will give priority to the
object that was loaded more recently. The command library (epicalc) must
be typed everytime anew session of R isrun.

Updating packages

Whenever anew version of a package isreleased it is advised to keep up to date by
removing (unloading) the old one and loading the new one. To unload the Epicalc
package, you may type the following at the R console:

> detach (package:epicalc)

After typing the above command, you may then instal the new version of the
package as mentioned in the previous section. If there are any problems, you may
need to quit R and start afresh.

RProfile.qite

Whenever R isrun it will execute the commands in the " RProfile.site" file, which
is located in the C:\Program Files\R\R-2.6.1\etc folder. Remember to replace the R
verson with the one you have installed. By including the command
library (epicalc) in the RProfilesite file, every time R is run, the Epicalc
package will be automatically loaded and ready for use. You may edit this file and
insert the command above.

Your Rprofile.site fileshould look something like this:

library (epicalc)

Things you might want to change
options (papersize="a4")

options (editor="notepad")
options (pager="internal")

H H H =



to prefer Compiled HTML help

#
# options (chmhelp=TRUE)

to prefer HTML help

#
# options (htmlhelp=TRUE)

On-line help

On-line help is very useful when using software, especialy for first time users.
Self-studying is also possible from the on-line help of R, athough with some
difficulty. This is particularly true for non-native speakers of English, where
manual s can often be too technical or wordy. It is advised to combine the use of this
book as atutorial and on-line help as areference manual.

On-line help documentation comes in three different versions in R. The default
version is to show help information in a separate window within R. This format is
written in a simple markup language that can be read by R and can be converted to
LaTeX, which is used to produce the printed manuals. The other versions, which
can be set in the "Rprofilesite' file mentioned previoudy, are HTML
(htmlhelp=TRUE) and compiled HTML (chmhelp=TRUE). The later versionis
Windows specific and if chosen, help documentation will appear in aWindows help
viewer. Each help format has its own advantages and you are free to choose the
format you want.

For self study, type
> help.start ()

The system will open your web browser from the main menu of R. 'An Introduction
to R' is the section that al R users should try to read first. Another interesting
section is 'Packages. Click this to see what packages you have available. If the
Epicalc package has been loaded properly, then this name should also appear in the
list. Click 'Epicalc’ to see the list of the functions available. Click each of the
functions one by one and you will see the help for that individual function. This
information can also be obtained by typing 'help(myFun)' a the R console, where
'myFun' isthe name of the function. To get help on the 'help' function you can type

> help (help)

or perhaps more conveniently

> ?help

For fuzzy searching you can try

> help.search("...")

Replace the dots with the keyword you want to search for. This function also allows
you to search on multiple keywords. You can use this to refine a query when you
get too many responses.



Very often the user would want to know how to get other statistical analysis
functions that are not available in a currently installed package. A better option
would be to search from the CRAN website using the 'search’ feature located on the
left side of the web page and Google will do a search within CRAN. The results
would be quite extensive and useful. The user then can choose the website to go to
for further learning.

Now type

> search()

Y ou should see "package:epicalc” in the list. If the Epicalc package has not been
loaded, then the functions contained inside will not be available for use.

Having the Epicalc package in the search path means we can use all commands or
functions in that package. Other packages can be called when appropriate. For
example, the package survival is necessary for survival analysis. We will encounter
thisin the corresponding section.

The order of the search path is sometimes important. For Epicalc users, it is
recommended that any additional library should be called early in the session of R,
I.e. before reading in and attaching to a data frame. This is to make sure that the
active dataset will be in the second search position. More details on this will be
discussed in Chapter 4.

Using R

A basic but useful purpose of R isto perform simple calculations.

> 1+1
[1] 2

When you type '1+1' and hit the <Enter> key, R will show the result of the
calculation, which isequal to 2.

For the square root of 25:

> sqgrt (25)
[1] 5

The wording in front of the left round bracket is called a ‘function’. The entity inside
the bracket is referred to as the function's ‘argument’. Thus in the last example,
'sqrt () "isafunction, and when imposed on 25, theresult is 5.

To find the value of e:

> exp (1)
[1] 2.718282



Exponentiation of 1 results in the value of e, which is about 2.7. Similarly, the
exponential value of -5 or € would be

> exp(-5)
[1] 0.006738

Syntax of R commands

R will compute only when the commands are syntactically correct. For example, if
the number of closed brackets is fewer than the number of opened ones and the
<Enter> key is pressed, the new line will start with a'+' sign, indicating that R is
waiting for completion of the command. After the number of closed brackets equals
the number of opened ones, computation is carried out and the result appears.

> log (3.8
+ )
[1] 1.335001

However, if the number of closed brackets exceeds the number of opened ones, the
result is a syntax error, or computer grammeatical.

> log(3.2))
Error: syntax error

R objects

In the above smple calculation, the results are immediately shown on the screen
and are not stored. To perform a calculation and store the result in an object type:

>a =3 + 5

We can check whether the assignment was successful by typing the name of the
newly created object:

> a
[1] 8
More commonly, the assignment is written in the following way.

> a <- 3 + 5
> a
[1] 8

For ordinary users, there is no obvious difference between the use of = and <-. The
difference applies at the R programming level and will not be discussed here.
Although <- is dightly more awkward to type than =, the former technique is
recommended to avoid any confusion with the comparison operator (==). Notice
that there is no space between the two components of the assignment operator < -.

Now create a second object called 'b' equal to the square root of 36.

> b <- sqgrt(36)



Then, add the two objects together.
b

> a +
[1] 14
We can also compute the value on the left and assign the result to a new object

called 'c' on theright, using the right assign operator, - >.

> a + 3*b -> c
> C
[1] 26

However, the following command does not work.

> a + 3b -> ¢
Error: syntax error

R does not recognise '3b'. The * symbol is needed, which indicates multiplication.

The name of an object can consist of more than one | etter.

> Xyx <- 1
> XyX
[1] 1

A nonsense thing can be typed into the R console such as:

> gwert
Error: Object "gwert" not found

What is typed in is syntactically correct. The problem is that 'qwert' is not a
recognizable function nor a defined object.

A dot can aso be used as a delimiter for an object name.

> baht.per.dollar <- 40
> baht.per.dollar
[1] 40

In conclusion, when one types in anything at the R console, the program will try to
show the value of that object. If the signs = or <- or - > are encountered, the value
will be stored to the object on the left of = and < - or theright hand side of - >.

Character or string objects

Character or string means alphanumeric or letter. Examples include the name of a
person or an address. Objects of this type cannot be used for calculation. Telephone
numbers and post-codes are al so strings.

10



> A <- "Prince of Songkla University"

> A
[1] "Prince of Songkla University"

R iscase sensitive, so 'A' isnot the same as'a’'.

[1] "Prince of Songkla University"

Putting commentsin a command line

In this book, as with most other programming documents, the author usualy inserts
some comments as a part of documentation to remind him/herself or to show some
specific issue to the readers.

R ignores any words following the # symbol. Thus, such a sentence can be used for
comments. Examples:

> 3*3 = 372 # This gives a syntax error
> 3*3 == 372 # This is correct syntax-wise.
> 3*%2 == 372 # Correct syntax but the result is FALSE

Logical: TRUE and FALSE

In the last few commands:

> 3*%3 == 3"2
[1] TRUE

But

> 3*2 == 372
[1] FALSE

Note that we need two equals signsto check equality but only one for assignment.

> 3*2 < 372
[1] TRUE

Logical connection using & (logical 'and')

Both TRUE and FALSE are logica objects. They are both in upper case.
Connection of more than one such object results in either TRUE or FALSE. If all
are TRUE, thefinal result is TRUE. For example:

> TRUE & TRUE
[1] TRUE

11



A combination of FALSE with any other logical isaways FALSE.

> TRUE & FALSE
[1] FALSE

> FALSE & FALSE
[1] FALSE

Note that

> (FALSE & TRUE) == (TRUE & FALSE)
[1] TRUE

Without brackets, computation is carried out from left to right.

> FALSE & TRUE == TRUE & FALSE
[1] FALSE

Logical connection with | (logical 'or")

This kind of connection looks for anything which is TRUE.

> TRUE | TRUE
[1] TRUE

> TRUE | FALSE

[1] TRUE
> 3%3 == 372 | 3%2 == 372
[1] TRUE

Value of TRUE and FALSE

Numericaly, TRUE isequal to 1 and FALSE isequal to 0.
> TRUE == 1
[1] TRUE

> FALSE ==
[1] TRUE

> (3*3 == 372) + (9 > 8)
[1] 2

Each of the valuesin the bracketsis TRUE, which is equal to 1. The addition of two

TRUE objects resultsin avalue of 2. However,

> 3%3 == 372 + 9 > 8
Error: syntax error in "3*3 == 372 4+ 9 >"

This is due to the complicated sequence of the operation. Therefore, it is always
better to use brackets in order to specify the exact sequence of computation.

Let's leave R for the time being. Answer "Yes' to the question: "Save work space

image?".

12



Please remember that answering "No" is the preferred response in this book as we
recommend typing

> q("no")

to end each R session. Responding "Yes' here is just an exercise in understanding
the concept of workspace images, which follows in chapter 2.
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Exercises
Problem 1.

The formulafor sample size of adescriptive survey is

_ 1967

57 7[(1— 7[)

n

where n isthe sample size,
7 isthe prevalence in the population (not to be confused with the constant pi), and
d is half the width of the 95% confidence interval (precision).

Compute the required sample size if the prevalence is estimated to be 30% of the

population and the 95% confidence interval is not farther from the estimated
prevaence by more than 5%.

Problem 2.

Change the above prevalence to 5% and suppose each side of the 95% confidence
interval is not farther from the estimated preval ence by more than 2%.

Problem 3.
The term 'logit’ denotes 'log{ P/(1-P)}' where P is the risk or prevalence of a disease.

Compute the logits from the following prevalences. 1%, 10%, 50%, 90% and
100%.
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Chapter 2; Vectors

In the previous chapter, we introduced simple calculations and storage of the results
of the calculations. In this chapter, we will learn slightly more complicated issues.

History and saved objects

Outside R, examine the working folder; you should see two new files. " .Rdata",
which is the working environment saved from the latess R session, and
" .Rhistory”, which recorded al the commands in the preceding R session.
".Rdata" isahbinary file and only recognised by the R program, while" .Rhistory"
Is a text file and can be edited using any text editor such as Notepad, Crimson
Editor or Tinn-R.

Open R from the desktop icon. Y ou may seethisinthelast line:
[Previously saved workspace restored]

This means that R has restored commands from the previous R session (or history)
and the objects stored form this session. Press the up arrow key and you will see the
previous commands (both correct and incorrect ones). Press <Enter> following the
command; the results will come up as if you continued to work in the previous
session.

>

[1] 8
> A
[1] "Prince of Songkla University"

Both'a' and 'A' are retained from the previous session.

Note:

The image saved from the previous session contains only objectsin the '.GlobalEnv', which is
the first position in the search path. The whole search path is not saved. For example, any
libraries manually loaded in the previous session need to be reloaded. However, the Epicalc
library is automatically loaded every time we start R (from the setting of the "Rpr ofile.site"
file that we modified in the previous chapter). Therefore, under this setting, regardiess of
whether the workspace image has been saved in the previous session or not, Epicalc will
always be in the search path.
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If you want to remove the objects in the environment and the history, quit R
without saving. Go to the 'start in' folder and delete the two files " .Rhistory" and
".Rdata". Then restart R. There should be no message indicating restoration of
previousy saved workspace and no history of previous commands.

Concatenation

Objects of the same type, i.e. numeric with numeric, string with string, can be
concatenated. In fact, a vector is an object containing concatenated, atomised (no
more divisible) objects of the same type.

To concatenate, the function 'c ()" is used with at least one atomised object as its
argument. Create a simple vector having theintegers 1, 2 and 3 asits elements.

> c(1,2,3)
[1] 1 2 3

This vector has three elements. 1, 2 and 3. Press the up arrow key to reshow this
command and type aright arrow to assign the result to a new object called 'd. Then
have alook at this object.

> c(1,2,3) -> d
> d

Do some calculation with 'd' and observe the results.

> d + 4

>d - 3

>d * 7

>d / 10

>d * d

>d * 2

>d/ d

> d ==d

In addition to numbers, words can be used to create string vectors.

> B <- c("Faculty of Medicine", "Prince of Songkla University")
> B

[1] "Faculty of Medicine" "Prince of Songkla University"

Vectors of systematic numbers

Sometimes a user may want to create a vector of numbers with a certain pattern.
The following command will create avector of integers from 1 to 10.

> X <- 1:10; x
[1] 1 2 3 4 5 6 7 8 910
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For 5 repetitions of 13:

> rep (13, times=5)
[1] 13 13 13 13 13

The function 'rep' is used to replicate values of the argument. For sequential
numbers from -1 to 11 with an incremental step of 3 type:

> seq(from = -1, to = 11, by = 3)
[1] -1 2 5 8 11

In this case 'seq' is a function with three arguments ‘from’, 'to' and 'by'. The
function can be executed with at least two parameters, 'from' and 'to’, since the 'by'
parameter has adefault value of 1 (or -1 if 'to’ islessthan 'from’).

> seq (10, 23)
[1] 10 11 12 13 14 15 16 17 18 19 20 21 22 23

> seq (10, -3)
[1] 10 9 8 7 6 5 4 3 2 1 0 -1 -2 -3

The order of the arguments ‘from’, 'to' and 'by" is assumed if the words are omitted.
When explicitly given, the order can be changed.

> seq(by=-1, to=-3, from=10)

This rule of argument order and omission applies to al functions. For more details
on 'seq’ use the help feature.

Subsetting a vector with an index vector

In many instances, only a certain part of a vector needs to be used. Let's assume we
have a vector of running numbers from 3 to 100 in steps of 7. What would be the
value of the 5" number?

> seqg(from=3, to=100, by=7) -> X
> X
[1] 3 10 17 24 31 38 45 52 59 66 73 80 87 94

In fact, the vector does not end with 100, but rather 94, since a further step would
result in a number that exceeds 100.

> x[5]
[1] 31

The number inside the square brackets '[]1' is called a subscript. It denotes the
position or selection of the main vector. In this case, the value in the 5™ position of
the vector 'x' is 31. If the 4™, 6" and 7" positions are required, then type:

> x[c(4,6,7)]
[1] 24 38 45
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Note that in this example, the object within the subscript can be a vector, thus the
concatenate function c is needed, to comply with the R syntax. The following
would not be acceptable:

> x[4,6,7]
Error in x[4, 6, 7] : incorrect number of dimensions

To select 'x' with thefirst four el ements omitted, type:

> x[-(1:4)]
[1] 31 38 45 52 59 66 73 80 87 94

A minus sign in front of the subscript vector denotes removal of the elements of 'x'
that correspond to those positions specified by the subscript vector.

Similarly, a string vector can be subscripted.

> B[2]
[1] "Prince of Songkla University"

Using a subscript vector to select a subset

A vector is a set of numbers or strings. Application of a condition within the
subscript results in a subset of the main vector. For example, to choose only even
numbers of the vector 'x' type:

> x[x/2 == trunc(x/2)]
[1] 10 24 38 52 66 80 94

The function trunc meansto truncate or remove the decimals. The condition that
'x' divided by 2 isequal to itstruncated value istrueiff (if and only if) 'x' isan even
number. The same result can be obtained by using the 'subset’ function.

> subset (x, x/2==trunc(x/2))

If only odd numbers are to be chosen, then the comparison operator can simply be
changed to ! =, which means 'not equal’.

> subset (x, x/2!=trunc(x/2))
[1] 3 17 31 45 59 73 87

The operator ! prefixing an equals sign means 'not equal’, thus al the chosen
numbers are odd. Similarly, to choose the elements of 'x' which are greater than 30

type:

> X [x>30]
[1] 31 38 45 52 59 66 73 80 87 94
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Functionsrelated to manipulation of vectors

R can compute statistics of vectors very easily.

> fruits <- c¢(5, 10, 1, 20)
> summary (fruits)

Min. 1st Qu. Median Mean 3rd Qu. Max.
1.0 4.0 7.5 9.0 12.5 20.0
> sum(fruits)
[1] 36
There are 36 fruitsin total.
> length(fruits) # number of different types of fruits
[1] 4
> mean (fruits) # mean of number of fruits
[1] 9
> sd(fruits) # standard deviation
[1] 8.205689
> var (fruits) # variance

[1] 67.33333

Non-numeric vectors

Let's create a string vector called person' containing 11 elements.

> person <- c("A", "B", 6 "CW, UD", NE", WFU, NGW, WH" nIn wJuw ngn)
Alternatively, and more economically:

> person <- LETTERS[1:11]

Now check the class of the 'person' and 'fruits' objects.

> class (person)
[1] "character"

> class (fruits)
[1] "numeric"

Character types are used for storing names of individuals. To store the sex of the
person, initially numeric codes are given: 1 for male, 2 for female, say.

> sex <- ¢(1,2,1,1,1,1,1,1,1,1,2)

> class (sex)

[1] "numeric"

> sexl <- as.factor (sex) # Creating sexl from sex

The function as.factor coerces the object 'sex' into a factor, which is a
categorical datatypein R.

> sexl
[1] 1 2111111112
Levels: 1 2
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There are two levels of sex.

> class(sexl)

[1] "factor"

> is.factor (sex)
[1] FALSE

> is.factor (sexl)
[1] TRUE

Now try to label 'sex1'.

> levels(sexl) <- c("male", "female")

The levels of 'sex' isastring vector used for labeling it.

> sexl
[1] male female male male male male male
[8] male male male female

Levels: male female

Ordering elements of a vector

Create an 11-element vector of ages.
> age <- c(10,23,48,56,15,25,40,21,60,59,80)
To sort the ages.

> sort (age)
[1] 10 15 21 23 25 40 48 56 59 60 80

The function sort creates a vector with the elements in ascending order. However,
the original vector is not changed.

> median (age)
[1] 40

The median of the ages is 40. To get other quantiles, the function quantile can
be used.

> quantile (age)
0% 25% 50% 75% 100%
10.0 22.0 40.0 57.5 80.0

By default (if other arguments omitted), the 0", 25", 50", 75™ and 100™ percentiles
are displayed. To obtain the 30" percentile of age, type:

> quantile (age, prob = .3)
30%
23
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Creating a factor from an existing vector

An age group vector can be created from age using the cut function.
> agegr <- cut(age, breaks=c(0,15,60,100))

This creates 3 distinct groups, which we can call ‘children’, 'adults and 'elderly’.
Note that the minimum and maximum of the arguments in cut are the outer most
boundaries.

> is.factor (agegr)

[1] TRUE

> attributes (agegr)

Slevels

[1] "(O0,15]™" "(15,60]" "(60,100]"
Sclass

[1] "factor"

The object 'agegr' is a factor, with levels shown above. We can check the
correspondence of 'age' and 'agegr' using the data.frame function, which
combines (but not saves) the 2 variables in a data frame and displays the resullt.
More details on this function is given the chapter 4.

> data.frame (age, agegr)

age agegr
1 10 (0,15]
2 23 (15,60]
3 48 (15,60]
4 56 (15,601
5 15 (0,15]
6 25 (15,60]
7 40 (15,60]
8 21 (15,60]
S 60 (15,60]

10 59 (15,60]
11 80 (60,100]

Note that the 5" person, who is 15 years old, is classified into the first group and the
9™ person, who is 60 years old, is in the second group. The label of each group uses
a sguare bracket to end the bin indicating that the last number is included in the
group (inclusive cutting). A round bracket in front of the group is exclusive or not
including that value. To obtain a frequency table of the age groups, type:

> table (agegr)
agegr
(0,15] (15,60] (60,100]
2 8 1

There are two children, eight adults and one elderly person.

> summary (agegr) # same result as the preceding command
> class (agegr)
[1] "factor"
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The age group vector is a factor or categorical vector. It can be transformed into a
simple numeric vector using the 'unclass' function, which is explained in more
detail in chapter 3.

> agegrl <- unclass(agegr)

> summary (agegrl)
Min. 1st Qu. Median Mean 3rd Qu. Max.
1.000 2.000 2.000 1.909 2.000 3.000

> class (agegrl)
[1] "integexr"

Categorical variables, for example sex, race and religion should always be factored.
Age group in this example is a factor although it has an ordered pattern. Declaring a
vector as a factor is very important, particularly when performing regression
analysis, which will be discussed in future chapters.

The unclassed value of afactor is used when the numeric (or integer) values of the
factor are required. For example, if we are have a dataset containing a'sex’ variable,
classed as a factor, and we want to draw a scatter plot in which the colours of the
dots are to be classified by the different levels of 'sex’, the colour argument to the
plot function would be 'col = unclass(sex)'. This will be demonstrated in future
chapters.

Missing values

Missing values usually arise from data not being collected. For example, missing
age may be due to a person not giving his or her age. In R, missing values are
denoted by 'NA', abbreviated from 'Not Available'. Any calculation involving NA
will result in NA.

> b <- NA
> b * 3
[1] NA

> cCc <- 3 + Db
> C
[1] NA

As an example of a missing value of a person in a vector series, type the following
commands:

> height <- ¢(100,150,NA,160)
> height
[1] 100 150 NA 160

> weight <- c¢(33, 45, 60,55)

> weight
[1] 33 45 60 55
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Among four subjects in this sample, all weights are available but one height is
missing.

> mean (weight)

[1] 48.25

> mean (height)
[1] NA

We can get the mean weight but not the mean height, although the length of this
vector isavailable.

> length (height)
[1] 4

In order to get the mean of all available elements, the NA elements should be
removed.

> mean (height, na.rm=TRUE)
[1] 136.6667

The term 'narm' means 'not available (value) removed', and is the same as when it
isomitted by using the function na . omit ().

> length(na.omit (height))
[1] 3

> mean (na.omit (height))
[1] 136.6667

Thus na.omit () is an independent function that omits missing vaues from the
argument object. na.rm = TRUE'isan internal argument of descriptive statistics
for avector.
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Exercises
Problem 1.

Compute the value of 1% + 2% + 32 ... + 100°

Problem 2.

Let 'y' be a series of integers running from 1 to 1,000. Compute the sum of the
elements of 'y' which are multiples of 7.

Problem 3.

The heights (in cm) and weights (in kg) of 10 family members are shown below:

ht
Niece 120
Son 172

GrandPa 163
Daughter 158

Yai 153
GrandMa 148
Aunty 160
Uncle 170
Mom 155
Dad 167

Create a vector called 'ht' corresponding to the heights of the 11 family members.
Assign the names of the family members to the 'names’ attribute of this vector.

Create avector called ‘wt' corresponding to the family member's weights.
Compute the body massindex (BMI) of each person where BMI = weight / height?.

Identify the persons who have the lowest and highest BMI and calculate the
standard deviation of the BMI.
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Chapter 3: Arrays, Matricesand Tables

Real data for analysis rarely comes as a vector. In most cases, they come as a
dataset containing many rows or records and many columns or variables. In R,
these datasets are called data frames. Before delving into data frames, let us go
through something simpler such as arrays, matrices and tables. Gaining concepts
and skills in handing these types of objects will empower the user to manipulate the
datavery effectively and efficiently in the future.

Arrays

An array may generaly mean something finely arranged. In mathematics and
computing, an array consists of values arranged in rows and columns. A dataset is
basically an array. Most statistical packages can handle only one dataset or array at
atime. R has a special ability to handle several arrays and datasets simultaneoudly.
This is because R is an object-oriented program. Moreover, R interprets rows and
columnsin avery similar manner.

Folding a vector into an array

Usually avector has no dimension.

> a <- (1:10)
> a
[1] 1 2 3 4 5 6 7 8 9 10

> dim(a)
NULL

Folding a vector to make an array is simple. Just declare or re-dimension the
number of rows and columns as follows:

> dim(a) <- c(2,5)

> a

(,11 [,21 [,3]1 [,4]1 [,5]
[1,] 1 3 5 7 9
2,] 2 4 6 8 10

25



The numbers in the square brackets are the row and column subscripts. The
command 'dim(a) <- c(2,5)" foldsthe vector into an array consisting of 2 rows
and 5 columns.

Extracting cells, columns, rows and subarrays using subscripts

While extracting a subset of a vector requires only one component number (or
vector), an array requires two components. Individual elements of an array may be
referenced by giving the name of the array followed by two subscripts separated by
commeas inside the sgquare brackets. The first subscript defines row selection; the
second subscript defines column selection. Specific rows and columns may be
extracted by omitting one of the components, but keeping the comma.

> all,] # for the first row and all columns of array 'a'
> al,3] # for all rows of the third column
> al2,4] # extract 1 cell from the 2nd row and 4th column
> al[2,2:4] # 2nd row, from 2nd to 4th columns

Thecommand a [,] and a [] both choose all rows and all columns of 'a’ and thus
arethe same astyping 'a'. An array may also have 3 dimensions.

> b <- 1:24

> dim(b) <- c¢(3,4,2) # or b <- array(1:24, c(3,4,2))
> Db
, . 1
[,11 [,21 [,3] [,4]
[1,] 1 4 7 10
[2,] 2 5 8 11
[3,] 3 6 9 12
, . 2
[(,11 [,21 [,31 [,4]
[1,] 13 16 19 22

[2,] 14 17 20 23
[3,] 15 18 21 24

The first value of the dimension refers to the number of rows, followed by number
of columns and finally the number of strata.

Elements of this three-dimensional array can be extracted in asimilar way.
> b[1l:3,1:2,2]

[,11 [,2]
(1,1 13 16
(2,1 14 17
(3,1 15 18

In fact, an array can have much higher dimensions, but for most epidemiological
analysis are rarely used or needed.
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Vector binding

Apart from folding a vector, an array can be created from vector binding, either by
column (using the function cbind) or by row (using the function rbind) . Let's
return to our fruits vector.

> fruit <- c¢(5, 10, 1, 20)

Suppose a second person buys fruit but in different amounts to the first person.
> fruit2 <- c¢(1, 5, 3, 4)

Tobind 'fruits'with'fruits?2', which are vectors of the same length, type:
> Col.fruit <- cbind(fruits, fruits2)

We can give names to the rows of this array:

> rownames (Col.fruit) <- c("orange", "banana", "durian", "mango")
> Col.fruit
fruits fruits2

orange 5 1
banana 10 5
durian 1 3
mango 20 4

Alternatively, the binding can be done by row.

> Row.fruit <- rbind(fruits, fruits2)
> colnames (Col.fruit) <- c("orange", "banana", "durian", "mango")
> Row.fruit
orange banana durian mango
fruits 5 10 1 20
fruits2 1 5 3 4

Transposition of an array

Array transposition means exchanging rows and columns of the array. In the above
example, 'Row.fruits' is a trangposition of 'Col.fruits' and vice versa
Array transposition is achieved using the t function.

> t(Col.fruit)
> t(Row.fruit)

Basic statistics of an array

The total number of fruits bought by both personsis obtained by:

> sum(Col.fruit)

The total number of bananas is obtained by:

> sum(Col.fruit[2,])

To obtain descriptive statistics of each buyer:
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> summary (Col.fruit)

To obtain descriptive statistics of each kind of fruit:

> summary (Row.fruit)

Suppose fruits3 iscreated but with one more kind of fruit added:

> fruits3 <- c¢ (20, 15, 3, 5, 8)
> cbind (Col.fruit, fruits3)
fruits fruits2 fruits3

orange 5 1 20
banana 10 5 15
durian 1 3 3
mango 20 4 5

Warning message:
number of rows of result is not a multiple of vector length
(arg 2) in: cbind(Col.fruit, fruits3)

Note that the last element of ' fruits3 ' isremoved before being added.

> fruits4 <- < (1,2,3)
> cbind (Col.fruit, fruits4)
fruits fruits2 fruits4

orange 5 1 1
banana 10 5 2
durian 1 3 3
mango 20 4 1

Warning message:
number of rows of result is not a multiple of vector length
(arg 2) in: cbind(Col.fruit, fruits4)

Note that 'fruits4'is shorter than the length of the first vector argument. In this
situation R will automaticaly recycle the element of the shorter vector, inserting
the first element of 'fruits4' into the fourth row, with awarning.

String arrays

Similar to avector, an array can consist of character string objects.

> Thais <- c("Somsri", "Daeng", "Somchai", "Veena")

> dim(Thais) <- c(2,2); Thais

[,1] [,2]
[1,] "Somsri" "Somchai"
[2,] "Daeng" "Veena"

Note that the elements are folded in colum-wise, not row-wise, sequence.
I mplicit array of two vectors of equal length

Two vectors, especialy with the same length, may refer to each other without
formal binding.
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> cities <- c("Bangkok","Hat Yai","Chiang Mai")
> postcode <- ¢(10000, 90110, 50000)

> postcode [cities=="Bangkok"]

[1] 10000

This gives the same result as

> subset (postcode, cities=="Bangkok")
[1] 10000

For a single vector, thre are many ways to identify the order of a specific el ement.
For example, to find the index of "Hat Ya" in the city vector, the following four
commands all give the same result.

(lL:length(cities)) [cities=="Hat Yai"]
(1:3) [cities=="Hat Yai"]

subset (1:3, cities=="Hat Yai")

which (cities=="Hat Yai")

V V. V V

Note that when a character vector is binded with a numeric vector, the numeric
vector is coerced into a character vector, since al elements of an array must be of
the same type.

> cbind(cities, postcode)

cities postcode
[1,] "Bangkok" "10000"
[2,] "Hat Yai" "90110"
[3,] "Chiang Mai" "50000"
Matrices

A matrix is a two-dimensiona array. It has several mathematical properties and
operations that are used behind statistical computations such as factor anaysis,
generalized linear modelling and so on.

Users of statistical packages do not need to deal with matrices directly but some of
the results of the analyses are in matrix form, both displayed on the screen that can
readily be seen and hidden as a returned object that can be used later. For exercise
purposes, we will examine the covariance matrix, which is an object returned from
aregression analysisin afuture chapter.

Tables

A table is an array emphasizing the relationship between values among cells.
Usudly, a table is a result of an analysis, e.g. a cross-tabulation between to
categorica variables (using function table).
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Suppose six patients who are male, female, female, male, female and female attend
aclinic. If the codeis 1 for male and 2 for female, then to create thisin R type:

> sex <- ¢(1,2,2,1,2,2)

Similarly, if we characterize the ages of the patients as being either young or old
and the first three patients are young, the next two are old and the last one is young,
and the codes for this age classification are 1 for young and 2 for old, then we can
create thisin R by typing.

> age <- c(1,1,1,2,2,1)

Suppose also that these patients had one to six visitsto the clinic, respectively.

> visits <- ¢(1,2,3,4,5,6)

> tablel <- table(sex, age); tablel
age
sex 1 2
111
2 31

Note that tablel gives counts of each combination of the vectors sex and age
while '‘table2' (below) gives the sum of the number of visits based on the four
different combinations of sex and age.

> table2 <- tapply(visits, list (Sex=sex, Age=age), FUN=sum)
> table2

Age
Sex 1 2

1 1 4
2 11 5

To obtain the mean of each combination type:

> tapply(visits, list (Sex=sex, Age=age), FUN=mean)

Age

Sex 12
1 1.000 4
2 3.667 5

Although 'tablel’ has class table, the class of 'table2'is still amatrix. One can
convert it simply using the function as . table.

> table2 <- as.table(table2)

Summary of table vs summary of array

In R, applying the function summary to a table performs a chi squared test of
independence.
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> summary (tablel)

Number of cases in table: 6

Number of factors: 2

Test for independence of all factors:
Chisq = 0.375, df = 1, p-value = 0.5403
Chi-squared approximation may be incorrect

In contrast, applying summary to a non-table array produces descriptive statistics
of each column.

> is.table(Col.fruits)
[1] FALSE

> summary (Col.fruits)

fruits fruits2
Min. : 1.0 Min. :1.00
1st Qu.: 4.0 1st Qu.:2.50
Median : 7.5 Median :3.50
Mean : 9.0 Mean :3.25
3rd Qu.:12.5 3rd Qu.:4.25
Max. :20.0 Max. :5.00

> fruits.table <- as.table(Col.fruits)

> summary (fruits.table)

Number of cases in table: 49

Number of factors: 2

Test for independence of all factors:
Chisg = 6.675, df = 3, p-value = 0.08302
Chi-squared approximation may be incorrect

> fisher.test (fruits.table)
Fisher's Exact Test for Count Data
data: fruits.table
p-value = 0.07728
alternative hypothesis: two.sided

Lists

An array forces al cells from different columns and rows to be the same type. If
any cel is a character then all cells will be coerced into a character. A list is
different. It can be a mixture of different types of objects compounded into one
entity. It can be a mixture of vectors, arrays, tables or any object type.

> listl <- list(a=1, b=fruits, c=cities)
> listl

Sa
[1] 1

[1] 5 10 1 20

Sc
[1] "Bangkok™" "Hat Yai" "Chiang Mai"
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Note that the arguments of the function 1ist consist of a series of new objects
being assigned a value from existing objects or values. When properly displayed,
each new name is prefixed with adollar sign, $.

The creation of alist is not acommon task in ordinary data analysis. However, alist
IS sometimes required in the arguments to some functions.

Removing objects from the computer memory aso requires alist as the argument to
the function rm.

> rm(list=c("1listl", "fruits"))
Thisisequivaent to
> rm(listl); rm(fruits)

A list may also be returned from the results of an analysis, but appears under a
specia class.

> samplel <- rnorm(10)

This generates a sample of 10 numbers from anormal distribution.

> ggnorm(samplel)

The ggnorm function plots the sample quantiles, or the sorted observed values,
againgt the theoretical quantiles, or the corresponding expected values if the data
were perfectly normally distributed. It is used here for the sake of demonstration of
the 1ist function only.

> list2 <- ggnorm(samplel)

This stores the resultsinto an object called 1ist2.

> list?2

SxX
[1] 0.123 -1.547 -0.375 0.655 1.000 0.375 -0.123
[8] -1.000 -0.655 1.547

[1] -0.4772 -0.9984 -0.7763 0.0645 0.9595 -0.1103
[7] -0.5110 -0.9112 -0.8372 2.4158

The command ggnorm (samplel) is used as a graphical method for checking
normality. While it produces a graph on the screen, it also gives alist of the x and y
coordinates, which can be saved and used for further calculation.

Similarly, boxplot (samplel) returns another list of objects to facilitate
plotting of a boxplot.
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Exercises
Problem 1.

Demonstrate afew simple ways to create the array below
(,110,21[,31([,41¢(,51[,e61(,7)[,81[,9]1TI[,10]

(1,1 1 2 3 4 5 6 7 8 9 10
[2,] 11 12 13 14 15 16 7 18 19 20
Problem 2.

Extract from the above array the odd numbered columns.

Problem 3.

Cross-tabulation between status of a disease and a putative exposure have the
following results:

Diseased Non-diseased
Exposed 15 20
Non-exposed 30 22

Create the tablein R and perform chi-squared and Fisher's exact tests.
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Chapter 4: Data Frames

In the preceding chapter, examples were given on arrays and lists. In this chapter,
data frames will be the main focus. For most researchers, these are sometimes
called datasets. However, a complete dataset can contain more than one data frame.
These contain the real datathat most researchers have to work with.

Comparison of arrays and data frames

Many rules used for arrays are also applicable to data frames. For example, the
main structure of a data frame consists of columns (or variables) and rows (or
records). Rules for subscripting, column or row binding and selection of a subset in
arrays are directly applicable to data frames.

Data frames are however dightly more complicated than arrays. All columnsin an
array are forced to be character if just one cell is a character. A data frame, on the
other hand, can have different classes of columns. For example, a data frame can
consist of a column of 'idnumber’, which is numeric and a column of 'name’, which
Is character.

A data frame can also have extra attributes. For example, each variable can have
lengthy variable descriptions. A factor in a data frame often has ‘levels or value
labels. These attributes can be transferred from the original dataset in other formats
such as Stata or SPSS. They can also be created in R during the analysis.

Obtaining a data frame from a text file

Data from various sources can be entered using many different software programs.
They can be transferred from one format to another through the ASCII file format.
In Windows, a text file is the most common ASCII file, usualy having a ".txt"
extenson. There are several other files in ASCIlI format, including the ".R"
command file discussed in chapter 25.

Data from most software programs can be exported or saved as an ASCI| file. From
Excel, avery commonly used spreadsheet program, the data can be saved as ".csv"
(comma separated values) format. This is an easy way to interface between Excel
spreadsheet files and R. Simply open the Excel file and 'save as the csv format. As
an example suppose the file " csvl.xls' is originally an Excel spreadsheet. After
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'save as into csv format, the output file is called "csvl.csv", the contents of which
IS

llname n , "SeX" , n agell
IIA"'"FIIIzO
"B","M",3O
"C","F",4O

Note that the characters are enclosed in quotes and the delimiters (variable
separators) are commas. Sometimes the file may not contain quotes, as in the file
"cov2.cov.

name, sex, age
A,F,20
B,M, 30
C,F,40

For both files, the R command to read in the dataset is the same.

> a <- read.csv("csvl.csv", as.is=TRUE)

> a

name sex age
1 A F 20
2 B M 30
3 © F 40

The argument 'as . is=TRUE' keeps all characters as they are. Had this not been
specified, the characters would have been coerced into factors. The variable 'name'
should not be factored but 'sex’ should. The following command should therefore be
typed:

> aSsex <- factor (asSsex)

Note firstly that the object 'a' has class data frame and secondly that the names of
the variables within the data frame 'a' must be referenced using the dollar sign
notation. If not, R will inform you that the object 'sex’ cannot be found.

For files with white space (spaces and tabs) as the separator, such as in the file
"datal.txt", thecommand touseisread. table.

> a <- read.table("datal.txt", header=TRUE, as.is=TRUE)

Thefile"data2.txt" isin fixed field format without field separators.

namesexage
1AF20
2BM30
3CF40
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To read in such afile, the function read. fwt is preferred. The first line, which is
the header, must be skipped. The width of each variable and the column names
must be specified by the user.

> a <- read.fwf("data2.txt", skip=1, width=c(1,1,2), col.names
= c("name", "sex", "age"), as.is=TRUE)

Data entry and analysis

The above section deals with creating data frames by reading in data created from
programs outside R, such as Excel. It is also possible to enter data directly into R
by using the function data.entry. However, if the data size is large (say more
than 10 columns and/or more than 30 rows), the chance of human error is high with
the spreadsheet or text mode data entry. A software program specialy designed for
data entry, such as Epidata, is more appropriate. Their web site is:
http://www.epidata.dk. Epidata has facilities for setting up useful constraints such
as range checks, automatic jumps and labelling of variables and values (codes) for
each variable. Thereisadirect transfer between Epidata and R (using 'read.epiinfo’)
but it is recommended to export data from Epidata (using the export procedure
inside that software) to Stata format and use the function read.dta to read the
dataset into R. Exporting data into Stata format maintains many of the attributes of
the variables, such as the variable labels and descriptions.

Clearing memory and reading in data

At the R console type:
> rm(list=1s())

The function rm stands for "remove". The command above removes all objectsin
the workspace. To see what objects are currently in the workspace type:

> 1s ()
character (0)

The command 1s () shows alist of objectsin the current workspace. The name(s)
of objects have class character. The result "character (0)" means that there are
no ordinary objectsin the environment.
If you do not see "character (0)" in the output but something else, it means
those objects were left over from the previous R session. This will happen if you
agreed to save the workspace image before quitting R. To avoid this, quit R and
delete thefile".Rdata", which islocated in your working folder, or rename it if you
would like to keep the workspace from the previous R session.

Alternatively, to remove all objects in the current workspace without quitting R,
type:
> zap ()
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This command will delete all ordinary objects from R memory. Ordinary objects
include data frames, vectors, arrays, etc. Function objects are spared deletion.

Datasetsincluded in Epicalc

Most add-on packages for R contain datasets used for demonstration and teaching.
To check what datasets are available in al loaded packagesin R type:

> data ()

You will see names and descriptions of several datasets in various packages, such
as datasets and epicalc. In this book, most of the examples use datasets from the
Epicalc package.

Reading in data

Let'stry to load an Epicalc dataset.

> data (Familydata)

The command data loadsthe Familydata dataset into the R workspace. If there
IS no error you should be able to see this object in the workspace.

> 1s()
[1] "Familydata"

Viewing contents of a data frame

If the data frame is small such as this one (11 records, 6 variables), just type its
name to view the entire dataset.

> Familydata
code age ht wt money sex

1 K 6 120 22 5 F
2 J 16 172 52 50 M
3 A 80 163 71 100 M
4 I 18 158 51 200 E
5 C 69 153 51 300 F
6 B 72 148 60 500 F
7 G 46 160 50 500 F
8 H 42 163 55 600 F
9 D 58 170 67 2000 M
10 F 47 155 53 2000 F
11 E 49 167 64 5000 M

To get the names of the variables (in order) of the data frame, you can type:

> names (Familydata)
[l] n Code n n age n n ht n n wt n n mone-y n n sex n

Another convenient function that can be used to explore the data structureis str.
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> str(Familydata)

'data.frame': 11 obs. of 6 wvariables:

$ code B Chr n Kll n Jl| IIAII n I n .

S age : int 6 16 80 18 69 72 46 42 58 47

S ht : int 120 172 163 158 153 148 160 163 170 155

S wt : int 22 52 71 51 51 60 50 55 67 53

S money: int 5 50 100 200 300 500 500 600 2000 2000

S sex : Factor w/ 2 levels "F","M": 1 2 2 1 1 1 1 1 2
=============+=== remaining output omitted =====+===========

Summary statistics of a data frame

A quick exploration of a dataset should be to obtain the summary statistics of al
variables. This can be achieved in a single command.

> summary (Familydata)

code age ht
Length:11 Min. : 6.0 Min. :120
Class :character 1lst Qu.:30.0 lst Qu.:154
Mode :character Median :47.0 Median :160
Mean :45.7 Mean :157
3rd Qu.:63.5 3rd Qu.:165
Max. :80.0 Max . 2172
wt money sex
Min. :22.0 Min. : 5 F:7
1st Qu.:51.0 1st Qu.: 150 M:4
Median :53.0 Median : 500
Mean :54.2 Mean :1023
3rd Qu.:62.0 3rd Qu.:1300
Max. :71.0 Max. :5000

The function summary isfrom the base library. It gives summary statistics of each
variable. For a continuous variable such as 'age,, ‘wt', 'ht' and 'money', non-
parametric descriptive statistics such as minimum, first quartile, median, third
guartile and maximum, as well as the mean (parametric) are shown. There is no
information on the standard deviation or the number of observations. For
categorical variables, such as sex, a frequency tabulation is displayed. The first
variable code is a character variable. There is therefore no summary for it.

Compare this result with the version of summary statistics using the function summ
from the Epicalc package.

> summ(Familydata)
Anthropometric and financial data of a hypothetical family

No. of observations = 11

Var. name Obs. mean median s.d. min. max.
1 code
2 age 11 45.73 477 24 .11 6 80
3 ht 11 157.18 160 14.3 120 172
4 wt 11 54.18 53 12.87 22 71
5 money 11 1023.18 500 1499.55 5 5000
6 sex 11 1.364 1 0.505 1 2
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The function summ gives a more concise output, showing one variable per line. The
number of observations and standard deviations are included in the report replacing
the first and third quartile values in the original summary function from the R base
library. Descriptive statistics for factor variables use their unclassed values. The
values 'F' and 'M' for the variable 'sex' have been replaced by the codes 1 and 2,
respectively. This is because R interprets factor variables in terms of levels, where
each leve is stored as an integer starting from 1 for the first level of the factor.
Unclassing a factor variable converts the categories or levels into integers. More
discussion about factors will appear later.

From the output above the same statistic from different variables are lined up into
the same column. Information on each variable is completed without any missing as
the number of observations are al 11. The minimum and maximum are shown close
to each other enabling the range of the variable to be easily determined.

In addition, summary statistics for each variable is possible with both choices of
functions. The results are similar to summary statistics of the whole dataset. Try the
following commands:

summary (Familydatas$age)
summ(FamilydataSage)
summary (Familydata$sex)
summ (Familydata$sex)

V V V V

Note that summ, when applied to a variable, automatically gives a graphical outpui.
Thiswill be examined in more detail in subsequent chapters.

Extracting subsets from a data frame

A data frame has a subscripting system similar to that of an array. To choose only
the third column of Familydata type:

> Familydatal, 3]
[1] 120 172 163 158 153 148 160 163 170 155 167

Thisisthe same as
> Familydatasht

Note that subscripting the data frame Familydata with a dollar sign $ and the
variable name will extract only that variable. This is because a data frame is also a
kind of list (see the previous chapter).

> typeof (Familydata)
[1] "list™"
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To extract more than one variable, we can use either the index number of the
variable or the name. For example, if we want to display only the first 3 records of
‘ht’, 'wt' and 'sex’, then we can type:

> Familydatal[l:3,c(3,4,6)]
ht wt sex

1 120 22 F

2 172 52 M

3 163 71 M

We could also type:

> Familydatal[l:3,c("ht","wt", "sex")]

ht wt sex
1 120 22 F
2 172 52 M
3 163 71 M

The condition in the subscript can be a selection criteria, such as selecting the
females.

> Familydata [FamilydataSsex=="F", ]
code age ht wt money sex

1 K 6 120 22 5 F
4 I 18 158 51 200 F
5 C 69 153 51 300 F
6 B 72 148 60 500 F
7 G 46 160 50 500 E
8 H 42 163 55 600 E
10 F' 47 155 53 2000 F

Note that the conditional expression must be followed by a comma to indicate
selection of al columns. In addition, two equals signs are needed in the conditional
expression. Recall that one equals sign represents assignment.

Another method of selection isto usethe subset function.

> subset (Familydata, sex=="F")

To select only the 'ht' and 'wt' variables among the females:

> subset (Familydata, sex=="F", select = c(ht,wt))

Note that the commands to select a subset do not have any permanent effect on the
dataframe. The user must save thisinto anew object if further use is needed.
Adding a variable to a data frame

Often it is necessary to create a new variable and append it to the existing data
frame. For example, we may want to create a new variable called 'log10money’
which is equal to log base 10 of the pocket money.
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> Familydata$loglOmoney <- loglO (FamilydataSmoney)
Alternatively we can use the t rans form function.
> Familydata <- transform(Familydata, loglOmoney=10gl0 (money))

The data frame is now changed with a new variable 'loglOmoney' added. This can
be checked by the following commands.

> names (Familydata)
> summ(Familydata)

Anthropometric and financial data of a hypothetic family
No. of observations = 11

Var. name Obs. mean median s.d. min. max.
1 code
2 age 11 45.73 477 24 .11 6 80
3 ht 11 157.18 160 14 .3 120 172
4 wt 11 54 .18 53 12.87 22 71
5 money 11 1023.18 500 1499.55 5 5000
6 sex 11 1.364 1 0.505 1 2
7 loglOmoney 11 2.51 2.7 0.84 0.7 3.7

Removing a variable from a data frame

Conversely, if we want to remove a variable from a data frame, just specify a minus
sign in front of the column subscript:

> Familydatal, -7]
code age ht wt money sex

1 K 6 120 22 5 F
2 J 16 172 52 50 M
3 A 80 163 71 100 M
4 I 18 158 51 200 F
5 C 69 153 51 300 F
6 B 72 148 60 500 F
7 G 46 160 50 500 F
8 H 42 163 55 600 E
9 D 58 170 67 2000 M
10 F 47 155 53 2000 E
11 E 49 167 64 5000 M

Note again that this only displays the desired subset and has no permanent effect on
the data frame. The following command permanently removes the variable and
returns the data frame back to its origina state.

> Familydata$loglOmoney <- NULL

Assigning a NULL value to a variable in the data frame is equivalent to removing
that variable.
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At this stage, it is possible that you may have made some typing mistakes. Some of
them may be serious enough to make the data frame Familydata distorted or
even not avalable from the environment. You can aways refresh the R
environment by removing all objects and then read in the dataset afresh.

> zap ()
> data (Familydata)

Attaching the data frame to the search path

Accessing a variable in the data frame by prefixing the variable with the name of
the data frame is tidy but often clumsy, especiadly if the data frame and variable
names are lengthy. Placing or attaching the data frame into the search path
eliminates the tedious requirement of prefixing the name of the variable with the
data frame. To check the search path type:

> search ()
[1] ".GlobalEnv" "package:epicalc"
[3] "package:methods™ "package:stats™"
[5] "package:graphics" ‘"package:grDevicesg"
[7] "package:utils" "package:datasets"
[9] "package:foreign" "Autoloads™

[11] "package:base"

The genera explanation of search () isgivenin Chapter 1. Our data frame is not
in the search path. If we try to use avariable in adata frame that is not in the search
path, an error will occur.

> summary (age)
Error in summary (age) : Object "age" not found

Try the following command:
> attach(Familydata)

The search path now contains the data frame in the second position.

> search()
[1] ".GlobalEnv" "Familydata" "package:methods"
[4] "package:datasets" "package:epicalc" ‘'"package:survival"
[7] "package:splines" '"package:graphics" "package:grDevices"
[10] "package:utils" "package:foreign" '"package:stats"
[13] "Autoloads" "package:base"

Since 'age’ isinside Familydata, which is now in the search path, computation of
statistics on 'age’ is now possible.
> summary (age)

Min. 1st Qu. Median Mean 3rd Qu. Max .
6.00 30.00 47.00 45.73 63.50 80.00

Attaching a data frame to the search path is similar to loading a package using the
library function. The attached data frame, as well as the loaded packages, are
actualy read into R's memory and are resident in memory until they are detached.
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Thisistrue even if the original data frame has been removed from the memory.

> rm(Familydata)
> search ()

The data frame Familydata is dtill in the search path allowing any variable
within the data frame to be used.

> age
[1] 6 16 80 18 69 72 46 42 58 47 49

Loading the same library over and over again has no effect on the search path but
re-attaching the same data frame is possible and may eventualy overload the
system resources.

> data (Familydata)
> attach (Familydata)

The following object (s) are masked from Familydata
( position 3 )
age code ht money sex wt

These variables are aready in the second position of the search path. Attaching
again creates conflictsin variable names.

> search()

[1] ".GlobalEnv" "Familydata" "Familydata"

[4] "package:methods" "package:datasets" "package:epicalc"
[7] "package:survival" ‘"package:splines" ‘'"package:graphics"
[10] "package:grDevices" "package:utils" "package:foreign"
[13] "package:stats" "Autoloads" "package:base"

The search path now contains two objects named Familydata in positions 2 and
3. Both have more or less the same set of variables with the same names. Recall that
every time a command is typed in and the <Enter> key is pressed, the system will
first check whether it is an object in the global environment. If not, R checks
whether it is a component of the remaining search path, that is, a variable in an
attached data frame or afunction in any of the loaded packages.

Repeatedly loading the same library does not add to the search path because R
knows that the contents in the library do not change during the same session.
However, a data frame can change at any time during asingle session, as seen in the
previous section where the variable 'loglOmoney' was added and later removed.
The data frame attached at position 2 may well be different to the object of the same
name in another search position. Confusion arises if an independent object (e.g.
vector) is created outside the data frame (in the global environment) with the same
name as the data frame or if two different data frames in the search path each
contain a variable with the same name. The consequences can be disastrous.

In addition, all elements in the search path occupy system memory. The data frame
Familydata in the search path occupies the same amount of memory as the one
in the current workspace. Doubling of memory is not a serious problem if the data
frame is small. However, repeatedly attaching to a large data frame may cause R to
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not execute due to insufficient memory.

With these reasons, it is a good practice firstly, to remove a data frame from the
search path once it is not needed anymore. Secondly, remove any objects from the
environment using rm (1ist=1s () ) when they are not wanted anymore. Thirdly,
do not define a new object (say vector or matrix) that may have the same name as
the data frame in the search path. For example, we should not create a new vector
caled Familydata as we aready have the data frame Familydata in the
search path.

Detach both versions of Familydata from the search path.

> detach (Familydata)
> detach (Familydata)

Note that the command detachAllData () in Epicalc removes all attachments
to data frames. The command zap () does the same, but in addition removes all
non-function objects. In other words, the command zap () is equivaent to
rm(list=1sNoFunction()) followed by detachAllData().

The'use command in Epicalc

Attaching to and detaching from a data frame is often tedious and cumbersome and
if there is more than one data frame in the workspace then users must be careful that
they are attached to the correct data frame when working with their data. Most data
analysis deds only with a single data frame. In order to reduce these steps of
attaching and detaching, Epicalc contains a command called use which eases the
process. At the R console type:

> zap ()
> data (Familydata)
> use(Familydata)

The command use () reads in a data file from Dbase (.dbf), Stata (.dta), SPSS
(.sav), Epilnfo (.rec) and comma separated value (.csv) formats, as well as those
that come pre-supplied with R packages. The Familydata dataframe comes with
Epicalc. 1f you want to read a dataset from a Stata file format, such as
"family.dta’, smply type use ("family.dta") without typing the data
command above. The dataset is copied into memory in a default data frame called
.data. If .data aready exists, it will be overwritten by the new dataframe. The
origind Familydata, however, remains.

In fact, all the datasets in Epicalc were originaly in one of the file formats of .dta,
.rec, .csv or .txt. These datasets in their original format can be downloaded from
http://medipe.psu.ac.th/Epicalc/. If you download the files and set the working
directory for R to the default folder "C:\\RWorkplace", you do not need to type
data (Familydata) anduse (Familydata), but instead ssimply type:

> use("family.dta")
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The original Statafile will be read into R and saved as . data. If successful, it will
make no difference whether you type data (Familydata) followed by
use (Familydata) or smply use ("family.dta").

In most parts of the book, we chose to tell you to type data (Familydata) and
use (Familydata) instead of use ("family.dta") because the dataset is
aready in the Epicalc package, which is readily available when you practice
Epicalc to this point. However, putting "filename.extension" as the argument such
asuse ("family.dta") inthischapter or use ("timing.dta") in the next
chapter, and so forth, may give you areal sense of reading actual filesinstead of the
approach that is used in this book.

The command use also automatically places the data frame, .data, into the
search path. Type:

> search()
You will seethat .data isin the second position of the search path. Type:
> 1s()

You will see only the Familydata object, and not .data because the name of
this object starts with adot and is classified as a hidden object. In order to show that
.data isredly in the memory, Type

> 1s (all=TRUE)

Youwill see .data inthefirst position of thelist.

.dataisresistant to zap()

Typethe following at the R console:

> zap ()
> 1s(all=TRUE)

The object Familydata is gone but .data is sill there. However, the
attachment to the search path is now lost

> search()
In order to put it back to the search path, we have to attach to it manually.
> attach(.data)

The advantage of use () is not only that it saves time by making attach and
detach unnecessary, but .data is placed in the search path as well as being
made the default data frame. Thus des () isthesame as des (.data), summ/()
iIsequivalent to summ ( .data) .

> des ()
> summ/()
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The sequence of commands zap, data(datafile), use(datafile),
des () and summ () isrecommended for starting an analysis of amost all datasets
in this book. A number of other commands from the Epicalc package work based
on this strategy of making .data the default data frame and exclusively attached
to the search path (al other data frames will be detached, unless the argument
‘clear=FALSE' is specified in the use function). For straightforward data
anaysis, the command use () is sufficient to create this setting. In many cases
where the data that is read in needs to be modified, it is advised to rename or copy
the final data frame to .data. Then detach from the old .data and re-attach to
the most updated one in the search path.

This strategy does not have any effect on the standard functions of R. The users of

Epicalc can till use the other commands of R while still enjoying the benefit of
Epicalc.
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Exercises

With several datasets provided with Epicalc, use the last commands (zap, data,
use, des, summ) to have aquick look at them.
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Chapter 5: Simple Data Exploration

Data exploration using Epicalc

In the preceding chapter, we learnt the commands zap for clearing the workspace
and memory, use for reading in a datafile and codebook, des and summ for
initially exploring the data frame, keeping in mind that these are all Epicalc
commands. The use function places the data frame into a hidden object called
.data, which is automatically attached to the search path. In this chapter, we will
work with more examples of data frames as well as ways to explore individual
variables.

> zap ()

> data (Familydata)
> use(Familydata)
> des ()

Anthropometric and financial data of a hypothetical family

No. of observations = 11
Variable Class Description
1 code character
2 age integer Age (yr)
3 ht integer Ht (cm.)
4 wt integer Wt (kg.)
5 money integer Pocket money (B.)
6 sex factor

The first line after the des () command shows the data label, which is the
descriptive text for the data frame. This is usually created by the software that was
used to enter the data, such as Epidata or Stata. Subsequent lines show variable
names and individual variable descriptions. The variable 'code' is a character string
while 'sex' is afactor. The other variables have class integer. A character variableis
not used for statistical calculations but simply for labelling purposes or for record
identification. Recall that a factor is what R calls a categorical or group variable.
The remaining integer variables (‘age, 'ht', ‘'wt' and 'money’) are intuitively
continuous variables. The variables 'code’ and 'sex' have no variable descriptions
due to omission during the preparation of the data prior to data entry.
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> summ ()

Anthropometric and financial data of a hypothetical family

No. of observations = 11

Var. name Obs. mean median s.d. min. max.
1 code
2 age 11 45.73 477 24 .11 6 80
3 ht 11 157.18 160 14.3 120 172
4 wt 11 54.18 53 12.87 22 71
5 money 11 1023.18 500 1499.55 5 5000
6 sex 11 1.364 1 0.505 1 2

As mentioned in the previous chapter, the command summ gives summary statistics
of al variables in the default data frame, in this case .data. Each of the six
variables has 11 observations, which means that there are no missing values in the
dataset. Since the variable 'code' is class 'character' (as shown from the 'des ()"
command above), information about this variable is not shown. The ages of the
subjects in this dataset range from 6 to 80 (years). Their heights range from 120 to
172 (cm), and their weights range from 22 to 71 (kg). The variable 'money' ranges
from 5 to 5,000 (baht). The mean and median age, height and weight are quite close
together indicating relatively non-skewed distributions. The variable 'money' has a
mean much larger than the median signifying that the distribution is right skewed.
The last variable, 'sex’, is a factor. However, the statistics are based on the
unclassed values of this variable. We can see that there are two levels, since the
minimum is 1 and the maximum is 2. For factors, all values are stored internally as
integers, i.e. only 1 or 2 in this case. The mean of 'sex’ is 1.364 indicating that 36.4
percent of the subjects have the second level of the factor (in this caseit ismale). If
afactor has more than two levels, the mean will have no useful interpretation.

Codebook

The function summ gives summary statistics of each variable, line by line. Thisis
very useful for numeric variables but less so for factors, especially those with more
than two levels. Epicalc has another function that gives summary statistics for a
numeric variable and a frequency table with level labels and codes for factors.

> codebook ()
Anthropometric and financial data of a hypothetical family

code
A character vector

age : Age (yr)
obs. mean median s.d. min. max.
11 45.727 47 24 .11 6 80
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ht : Ht (cm.)

obs. mean median s.d. min. max.

11 157.182 160 14.3 120 172
wt : Wt (kg.)

obs. mean median s.d. min. max.

11 54.182 53 12.87 22 71
money : Pocket money (B.)

obs. mean median s.d. min. max.

11 1023.182 500 1499.55 5 5000
sex :

Label table: sexl

code Frequency Percent
F 1 7 63.6
M 2 4 36.4

Unlike results from the summ function, codebook deals with each variable in the
data frame with more details. If avariable label exists, it is given in the output. For
factors, the name of the table for the label of the levelsis shown and the codes for
the levels are displayed in the column, followed by frequency and percentage of the
distribution. The function is therefore very useful. The output can be used to write a
table of baseline data of the manuscript coming out from the data frame.

The output combines variable description with summary statistics for al numeric
variables. For 'sex’, which is a factor, the original label table is named 'sex1' where
1=Fand2=M.Thereare7 femalesand 4 malesin this family.

Note that the label table for codes of a factor could easily be done in the phase of
preparing data entry using Epidata with setting of the ".chk" file. If the data is
exported in Stataformat, then the label table of each variable will be exported along
with the dataset. The |label tables are passed as attributes in the corresponding data
frame. The Epicalc codebook command fully utilizes this attribute allowing users
to see and document the coding scheme for future referencing.

We can aso explore individual variables in more detail with the same commands
des and summ by placing the variable name inside the brackets.

> des(code)
'code' is a variable found in the following source(s) :

Var. source Var. order Class # records Description
.data 1 character 11
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The output tells us that ‘code’ isin . data. Suppose we create an object, also called
'‘code’, but positioned freely outside the hidden data frame.

> code <- 1
> des(code)

'code' is a variable found in the following source(s) :

Var. source Var. order Class # records Description
.GlobalEnv numeric 1
.data 1 character 11

The output tells us that there are two ‘codes. The first is the recently created object
in the global environment. The second is the variable inside the dataframe, . data.
To avoid confusion, we will delete the recently created object 'code’.

> rm(code)

After removal of 'code’ from the global environment, the latest des () command
will describe the old ‘code’ variable, which is the part of .data, and remains
usable. Using des () with other variables shows similar results.

Now try the following command:
> summ(code)
This gives an error because 'code’ is a character vector. Next type:

> summ(age)
Obs. mean median s.d. min. max.
11 45.727 47 24 .11 6 80

Distribution of Age(yr)

Subject sorted by X—axis values
4
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The results are similar to what we saw from summ. However, since the argument to
the summ command is a single variable a graph is aso produced showing the
distribution of age.

The main title of the graph contains a description of the variable after the words
"Distribution of". If the variable has no description, the variable name will be
presented instead. Now try the following commands:

> abc <- 1:20
> summ(abc)

Obs. mean median s.d. min. max.
20 10.5 10.5 5.916 1 20
Distribution of abc
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The object 'abc' has a perfectly uniform distribution since the dots form a straight
line.

The graph produced by the command summ is called a sorted dot chart. A dot chart
has one axis (in this case the X-axis) representing the range of the variable. The
other axis, the Y-axis, labelled 'Subject sorted by X-axis values, represents each
subject or observation sorted by the values of the variable. For the object 'abc’, the
smallest number is 1, which is plotted at the bottom left, then 2, 3, 4 etc. The final
observation is 20, which is plotted at the top right. The values increase from one
observation to the next higher value. Since this increase is steady, the line is
perfectly straight.
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To look at agraph of age again type:

> summ(age)
> axis(side=2, 1l:length(age))

The 'axis' command adds tick marks and value labels on the specified axis (in this
case, 'side=2' denotes the Y-axis). The ticks are placed at values of 1, 2, 3, up to 11
(which is the length of the vector age). The ticks are omitted by default since if the
vector is too long, the ticks would be too congested. In this session, the ticks will
facilitate discussion.

Distribution of Age(yr)

9 10 11
|
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8
1
¢

Subject sorted by X—axis values
6
1
¢

To facilitate further detailed consideration, the sorted age vector is shown with the
graph.

> sort (age)
[1] 6 16 18 42 46 47 49 58 69 72 80

The relative increment on the X-axis from the first observation (6 years) to the
second one (16 years) is larger than from the second to the third (18 years). Thus
we observe a steep increase in the Y-axis for the second pair. From the 3™
observation to the 4™ (42 years), the increment is even larger than the 1% one; the
slopeisrelatively flat. In other words, there is no dot between 20 and 40 years. The
4" 5" 6" and 7™ values are relatively close together, thus these give a relatively
steep increment on the Y -axis.

> summ(ht)

Obs. mean median s.d. min. max.
11 157.182 160 14.303 120 172
> axis(side=2, 1l:length(ht))
> sort (ht)

[1] 120 148 153 155 158 160 163 163 167 170 172
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The distribution of height as displayed in the graph is interesting. The shortest
subject (120cm) is much shorter than the remaining subjects. In fact, she is a child
whereas al the others are adults. There are two persons (7" and 8" records) with the
same height (163cm). The increment on the Y -axisis hence vertical.

Distribution of Ht(cm.)
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> summ(wt)
> axis(side=2, 1l:length(wt))

Distribution of Wt(kg.)
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There is a higher level of clustering of weight than height from the 2™ to 7"
observations; these six persons have very similar weights. From the 8" to 11"
observations, the distribution is quite uniform.

For the distribution of the money variable, type:

> summ(money)

Money has the most skewed distribution. The first seven persons carry less than
1,000 baht. The next two persons carry around 2,000 baht whereas the last carries
5,000 baht, far away (in the X-axis) from the others. This is somewhat consistent
with atheoretical exponentia distribution.

Distribution of Pocket money(B.)
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Next have alook at the distribution of the sex variable.

> summ(sex)
Obs. mean median s.
11 1.364 1 0.

The graph shows that four out of eleven (36.4%, as shown in the textual statistics)
are male. When the variable is factor and has been labelled, the values will show
the name of the group.

d. min. max.
5 1 2
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Subject sorted by X-axis values

Distribution of sex
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In fact, a better result can be obtained by typing

> tabl (sex)
sex :

Frequency Percent Cum. percent

Total

7 63.6 63.6
4 36.4 100.0
11 100.0 100.0

Frequency

Distribution of sex
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Since there are two sexes, we may simply compare the distributions of height by
SEX.

> summ(ht, by=sex)

For sex = F
Obs. mean median s.d. min. max.
7 151 155 14.514 120 163

For sex = M
Obs. mean median s.d. min. max.
4 168 168.5 3.916 163 172

Distribution of Ht(cm.) by sex

Clearly, males are taller than females.

Dotplot

In addition to summ and tabl, Epicalc has another exploration tool caled
dotplot.

> dotplot (money)

While the graph created from the summ command plotsindividual values against its
rank, dotplot divides the scale into several small equally sized bins (default =
40) and stacks each record into its corresponding bin. In the figure above, there are
three observations at the leftmost bin and one on the rightmost bin. The plot is very
similar to a histogram except that the original values appear on the X-axis. Most
people are more acquainted with a dot plot than the sorted dot chart produced by
summ. However, the latter plot gives more detailed information with better
accuracy. When the sample size is small, plots by summ are more informative.
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When the sample size is large (say above 200), dotplot is more understandable

by most people.

> dotplot (mon

Distribution of Pocket money(B.)
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The command summ easily produces a powerful graph. One may want to show
even more information. R can serve most purposes, but the user must spend some

time learning it.
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Let's draw a sorted dot chart for the heights. The command below should be
followed step by step to see the change in the graphic window resulting from typing
in each line. If you make a serious mistake simply start again from the first line.
Using the up arrow key, the previous commands can be edited before executing
again.

> zap ()

> data (Familydata)

> use(Familydata)

> sortBy(ht)

> .data

The command sortBy, unlike its R base equivalent sort, has a permanent effect
on .data. The whole data frame has been sorted in ascending order by the value
of height.

> dotchart (ht)

Had the data not been sorted, the incremental pattern would not be seen.

> dotchart (ht, col=unclass(sex), pch=18)

Showing separate colours for each sex is done using the 'unclass' function. Since
'sex' is afactor, uclassing it gives a numeric vector with 1 for thefirst level (female)
and 2 for the second level (male). Colours can be specified in severa different ways
in R. One ssimple way isto utilise asmall table of colours known as the palette. The
default palette has 9 colours, where the number 1 represents black, the number 2
represents the red, up to 9, which represents gray. Thus the black dots represent
females and the red dots represent males. More details on how to view or
manipul ate the palette can be found in the help pages.

To add the y-axis, type the following command:
> axis(side=2,at=1:1length(ht), labels=code, las=1)

The argument 'las’ is a graphical parameter, which specifies the orientation of tick
labelling on the axes. When '1as=1", all the labels of the ticks will be horizonta to
the axis. A legend is added using the '1egend’ command:

> legend (x=130, y=10, legend=c("female",'"male"), pch=18,
col=1:2, text.col=1:2)

The argument 'pch’ stands for point or plotting character. Code 18 means the
symbol is a solid diamond shape which is more prominent than pch=1 (a hollow
round dot). Note that ‘col’ is for plot symbol colours and ‘text.col’ is for text colour
in the legend.

To add thetitles type:

> title(main="Distribution of height")
> title(xlab="cms")

60



Distribution of height

+ female
E 1 + male

120 130 140 150 160 170

cms

To summarise, after use (datafile), des and summ, individual variables can
be explored simply by summ(var.name) and summ(var.name,
by=group.var). In addition to summary statistics, the sorted dot chart can be
very informative. The dotplot command trades in accuracy of the individual
values with frequency dot plots, which is similar to a histogram. Further use of this
command will be demonstrated when the number of observationsis larger.
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Exercise

Try the following ssmulations for varying sample sizes and number of groups.
Compare the graph of different types from using three commands, summ, dotplot
and boxplot. For each condition, which type of graph is the best?

## Small sample size, two groups.

V V. V V V

groupingl <- rep(l:2, times=5)

randoml <- rnorm(10, mean=groupingl, sd=1)
summ(randoml, by=groupingl)

dotplot (randoml, by=groupingl)

boxplot (randoml ~ groupingl)

## Moderate sample size, three groups.

V V. V V V

grouping2 <- c(rep(l, 10),rep(2, 20), rep(3, 45))
random?2 <- rnorm(75, mean=grouping2, sd=1)
summ(random2, by=grouping2)

dotplot (random2, by=grouping?2)

boxplot (random2 ~ grouping2, varwidth=TRUE, col=1:3,

horizontal=TRUE, las=1)

## Large sample size, four groups.

>

V V. V V

grouping3 <- c(rep(l, 100), rep(2, 200), rep(3,450),

1000))

random3 <- rnorm(1750, mean=grouping3, sd=1)
summ(random3, by=grouping3l)

dotplot (random3, by=grouping3)

boxplot (random3 ~ grouping3, varwidth=TRUE, col=1:4,

horizontal=TRUE, las=1)

Which kind of graph isthe best for the different conditions?

62

rep (4,



Chapter 6: Date and Time

One of the purposes of an epidemiological study is to describe the distribution of a
population’'s health status in terms of time, place and person. Most data analyses,
however deal more with a person than time and place. In this chapter, the emphasis
will be ontime.

The time unit includes century, year, month, day, hour, minute and second. The
most common unit that is directly involved in epidemiological research is day. The
chronological location of day is date, which is a seria function of year, month and

day.

There are several common examples of the use of dates in epidemiological studies.
Birth date is necessary for computation of accurate age. In an outbreak
Investigation, description of date of exposure and onset is crucial for computation
of incubation period. In follow up studies, the follow-up time is usualy marked by
date of vigit. In survival anaysis, date starting treatment and assessing outcome are
elements needed to compute survival time.

Computation functionsrelated to date

Working with dates can be computationally complicated. There are leap years,
months with different lengths, days of the week and even leap seconds. Dates can
even be stored in different eras depending on the calendar. The basic task in
working with dates is to link the time from a fixed date to the display of various
date formats that people are familiar with.

Different software use different starting dates for calculating dates. Thisis caled an
epoch. R uses the first day of 1970 as its epoch (day 0). In other words, dates are
stored as the number of days since 1% January 1970, with negative values for earlier
dates. Try the following at the R console:
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> a <- as.Date("1970-01-01")
> a

[1] "1970-01-01"

> class (a)

[1] "Date"

> as.numeric (a)

[1] ©

The first command above creates an object ‘a' with class Date. When converted to
numeric, the value is 0. Day 100 would be

> a + 100
[1] "1970-04-11"

The default display format in R for a Date object is ISO format. The American
format of 'month, day, year' can be achieved by

> format(a, "%b %d, %Y")
[1] "Jan 01, 1970"

The function 'format’ displays the object 'a in a fashion chosen by the user. '%b'
denotes the month in the three-character abbreviated form. '%d' denotes the day
value and ‘%Y denotes the value of the year, including the century.

Under some operating system conditions, such as the Thai Windows operating
system, '%b" and '%a may not work or may present some problems with fonts. Try
the following command:

> Sys.setlocale("LC ALL", "C")

Now try the above format command again. This time, it should work. R has the
'locale’ or working location set by the operating system, which varies from country
to country. "C" is the motherland of R and the language "C" is American English.
'%A" and '%a’ are formats representing full and abbreviated weekdays, respectively,
while '%B' and '%b' represent the months. These are language and operating system
dependent.

Try these:

> b <- a + (0:3)
> b

Then change the language and see the effect on the R console and graphics device.

> setTitle ("German"); summ(b)
> setTitle ("French"); summ(b)
> getTitle("Italian"); summ(b)
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The command setTitle changes the locae as well as the fixed wording of the
locale to match it. To see what languages are currently availablein Epicalc try:

> titleString()
> titleString(return.look.up.table=TRUE)

Note that these languages all use standard ASCII text characters. The displayed
results from these commands will depend on the operating system. Thai and
Chinese versions of Windows may give different results.

You may try setTitle with different locales. To reset the system to your original
default values, type

> setTitle("")

For languages with non-standard ASCII characters, the three phrases often used in
Epicalc ("Distribution of", "by", and "Frequency") can be changed to your own
language. For more details see the help for the 'titleString' function.

Manipulation of title strings, variable labels and levels of factors using your own
language means you can have the automatic graphs tailored to your own needs. This
is however a bit too complicated to demonstrate in this book. Interested readers can
contact the author for more information.

Epicalc displays the results of the summ function in 1SO format to avoid country
biases. The graphic resultsin only afew range of days, like the vector 'b', has the X-
axis tick mark labels in '%a%d%b' format. Note that '%a denotes weekday in the
three-character abbreviated form.

In case the dates are not properly displayed, just solve the problem by typing:
> Sys.setlocale("LC_ALL", "C")
Then, check whether the date format containing '%a’ and '%b' works.

> format (b, "%a %d%b%y")
[1] "Thu 01Jan70" "Fri 02Jan70" "Sat 03Jan70" "Sun 04Jan70"

> summ(b)
obs. mean median s.d. min. max.
4 1970-01-02 1970-01-02 <NA> 1970-01-01 1970-01-04
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Distribution of b

Subject sorted by X—axis values

ThuOlJan Fri02Jan Sat03Jan Sun04Jan

Reading in adatevariable

Each software has its own way of reading in dates. Transferring date variables from
one software to another sometimes results in ‘characters which are not directly
computable by the destination software.

R can read in date variables from Stata files directly but not older version of
Epilnfo with <dd/mm/yy> format. Thiswill be read in as 'character' or 'Asls.

When reading in data from a comma separated variable (.csv) file format, it is a
good habit to put an argument ‘as.is = TRUE' in the read . csv command to avoid
date variables being converted to factors.

It is necessary to know how to create date variables from character format. Create a
vector of three dates stored as character:

> datel <- c¢("07/13/2004","08/01/2004","03/13/2005")
> class (datel)
[1] "character"

> date2 <- as.Date(datel, "$m/%d/%Y")

The format or sequence of the origina characters must be reviewed. In the first
element of 'datel’, '13', which can only be day (since there are only 12 months), is
in the middle position, thus '%d must also be in the middle position. Slashes '/’
separate month, day and year. This must be correspondingly specified in the format
of the as . Date command.
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> date2
[1] "2004-07-13" "2004-08-01" "2005-03-13"

> class (date2)

[1] "Date"

The default date format is " %Y -%m-%d". Changing into the format commonly
used in Epicalc is achieved by:

> format (date2, "%d%bs%y")
[1] "13Jul04" "01lAug04" "13Mar05"

Other formats can be further explored by the following commands:

> help (format.Date)
> help (format.POSIXct)

It is not necessary to have al day, month and year presented. For example, if only
month is to be displayed, you can type:

> format (date2, "%B")
[1] "July" "August" "March"

To include day of the week:

> format (date2, "%a-%d%b")

[1] "Tue-13Jul" "Sun-01lAug" "Sun-13Mar"
> weekdays (date2)

[1] "Tuesday" "Sunday" "Sunday"

Thisisthe same as
> format (date2, "%A")
Conversely, if there are two or more variables that are parts of date:

> dayl <- c("12","13",6"14");
> monthl <- c("07","08","12")
> paste(dayl, monthl)

[1] "12 07" "13 08" "14 12"

> as.Date(paste(dayl,monthl), "%d %m")
[1] "2007-07-12" "2007-08-13" "2007-12-14"

The function paste joins two character variables together. When the year value is
omitted, R automatically adds the current year of the system in the computer.

Dealing with timevariables

A Date object contains year, month and day values. For time, values of hour,
minute and second must be available.
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A sample dataset involving a number of timing variables was collected from
participants of a workshop on 14" December 2004, asking about personal
characteristics, times they went to bed, woke up, and arrived at the workshop. The
workshop commenced at 8.30 am.

> zap ()
> data (Timing)
> use(Timing)

Note:

The original file for this dataset is in Stata format and is called "timing.dta". If you have
downloaded this file into the working directory (as explained in the previous chapter), you
may simply typeuse ("timing.dta").

> des()

Timing questionnaire
No. of observations =18

Variable Class Description
1 id integer
2 gender factor
3 age integer
4 marital factor
5 child integer No. of children
6 bedhr integer Hour to bed
7 Dbedmin integer Min. to bed
8 wokhr integer Hour woke up
9 wokmin integer Min. woke up
10 arrhr integer Hour arrived at wkshp
11 arrmin integer Min. arrived at wkshp
> summ()

Timing questionnaire

No. of observations = 18
Var. name Obs. mean median s.d. min. max.

1 id 18 9.5 9.5 5.34 1 18
2 gender 18 1.611 2 0.502 1 2
3 age 18 31.33 27.5 12.13 19 58
4 marital 18 1.611 2 0.502 1 2
5 child 18 0.33 0 0.59 0 2
6 bedhr 18 7.83 1.5 10.34 O 23
7 bedmin 18 19.83 17.5 17.22 O 45
8 wokhr 18 5.61 6 1.61 1 8
9 wokmin 18 23.83 30 17.2 0 49
10 arrhr 18 8.06 8 0.24 8 9
11 arrmin 18 27.56 29.5 12.72 0 50
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To create avariable equal to the time the participants went to bed, the function
ISOdatetime isu